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Abstract. Agent Based Modeling (ABM) is a popular technique 
for dealing with complex systems. An ABM usually consists of many 
autonomous, interacting agents, and modelers are interested in the 
system-level, emergent behavior of these agents. In developing an 
ABM, scalability is one of most critical factors for validation. 
Looking for an acceptable solution, parallelization often comes into 
play. However, writing a parallel version of an ABM simulation is at 
least as hard as developing the original model, and usually takes an 
expert of the area. This paper demonstrates our ongoing 
developments based on the idea that ABMs can be classified on the 
basis of their interior communication topology. We have developed 
six reusable parallel simulation schemas that can be instantiated with 
simulation-specific code using the Java language. Our aim was to 
give general, domain independent support for ABM modelers, where 
the parallel piece of code is completely transparent. The hope is that 
ABM modelers can treat their parallel system in almost the same way 
as they do the original. The paper details our approach as well as the 
implementation and, towards the end, shows performance results and 
how one of the templates works in a GRID system. 

INTRODUCTION 

Agent Based Modeling (ABM) is a modeling technique that 
became increasingly popular for describing complex systems 
where it is difficult to predict the system behavior based on the 
‘sum of the parts’ alone. Examples of complex systems 
include bee hives, bees as individual, human economies and 
societies, nervous systems, molecular interactions, cells and 
living things, as well as modern energy or telecommunication 
infrastructures. Arguably one of the most striking properties of 
complex systems is that conventional experimental and 

engineering approaches are inadequate to capture and predict 
the behavior of such systems. 

An ABM typically consists of a set of autonomous 
communicating agents, and can be described formally by 
giving the state-transition functions of the agents and the 
interaction topology of the whole system. Modeling such 
systems, the need of validation, as a measure of how far the 
model approaches reality, arises. One of the important 
parameters for this is the number of agents a model can 
handle, i.e., the scalability of the model. 

To reach acceptable scalability, the number of individuals 
should reach numbers (ideally, millions or more) that cannot 
be realistically handled in any stand-alone system and the 
development of parallel code for cluster-level or inter-cluster 
computation is a natural solution. However, the parallelization 
of an ABM is typically a hard task, due the high level of inter-
process-communication. 

Different approaches can be found in the literature. Without 
aiming for completeness: from solutions that bring Graphical 
Processing Units into play (Lysenko [1]), through the 
automatic parallelization of ABMs (Scheutz [2]) to all the 
techniques that can be applied to spatial (e.g. ecological) 
ABMs (Wang et. al [3]), (Glass et al [4]) and (Mellott [5]), 
many solutions exist. All these solutions have been 
implemented in a hard-to-reuse way.  

Our aim was to support ABM modelers by novel tools with 
ease-of use features. Instead of creating individual parallel 
solutions for every single Agent Based Simulation, we 
developed a categorization of the feasible communication 
topologies and provided ready-to use, transparent solutions 
(“Dry Schemas”) for each of them to approach a general, 
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applications-independent solution. Using our toolkit the user 
only needs to go through the following simple steps: 

1) Determine the communication topology of the 
model (see Section 2) 

2) Choose the appropriate template (see Section 2) 
3) Fill in the associated Dry Schema. This can be 

done typically by sub-classing the Dry Schemas 
and filling in a few abstract methods (see Section 
3) 

The main benefit of our toolkit lies in the use of standard 
technologies. The transparency of parallelized code is 
guaranteed by the ProActive framework Baude [6], while 
simulation specific code can be written using the popular 
RePast J package, North et al. [7].  Using our tools, modelers 
are only required to write small pieces of simulation specific 
code, and nothing else.  

The power and usefulness of the approach are demonstrated 
on two examples and a simple performance test below. 

CLASSIFICATION OF ABM S 

As mentioned above, a difficulty arises from the fact that 
complex systems are characterized by complex interactions 
that map to a high level of inter-process communication in 
complex systems simulations. On the other hand, parallel 
computing applications tend to be most efficient when there is 
no or little demand for such inter-node communication. In 
order to minimize the execution time of a distributed complex 
system simulation (CSS), the computation has to be 
partitioned in such a way that the communication between 
interacting components is minimized. In addition, the 
computational load of each partition, determining the time 
between communication events, needs to be balanced. 

Instead of creating individual parallel solutions for every 
single Agent Based Simulation, we developed a categorization 
of the required communication topologies (see Figure 1 - 
Classification of ABMs).  

 
The categorization scheme consists of six categories 

referred to as communication templates here. Template T0 is 
the simplest communication template. T0 allows no 
communication between the components, so partitioning is 
only constrained by load-balancing considerations. Perfectly 
(or “embarrassingly”) parallel applications, such as parameter 
sweeps, fall into this T0 category. Template T5 represents the 
other end of the spectrum of our communication templates. 

Essentially, T5 covers those complex systems for which it is 
difficult or impossible to determine a meaningful 
communication template and an a priori partitioning of the 
computation. Template T1 describes the communication 
topology of a non-spatial complex system with a fixed 
element-to-element interaction pattern (i.e., a fixed interaction 
network) which is known a priori. Template T2 applies to 
those systems whose interaction pattern is changing over time 
in an explicit, well-defined and well-describable fashion. In 
this case, the communication topology can be given as a graph 
transition function that may provide sufficient information for 
the system’s efficient distribution. Template T3 covers 
classical cellular automata simulations. In this case, finding a 
good partitioning is straightforward. Template T4 describes 
those agent based simulations where agents are embedded in a 
metric space and interactions are local with respect to that 
space (e.g., mobile individuals moving in ordinary Euclidean 
n-space, where n is typically 2 or 3). 

According to our experiences, the outlined categories 
embrace, the most frequent types of ABMs (Kurowski [8]), 
and various partitioning algorithms are available for them. 

DRY SCHEMAS FOR COMMUNICATION TEMPLATES 

In principle, the Dry Schemas (DS) as introduced in this 
paper are tangible realizations of the abstract idea of 
Communication Templates. In practice, Dry Schemas are pre-
written pieces of Java code, including all the difficult-to-
handle parallel code details, and are typically realized as 
abstract Java classes. 

In this section we introduce the architecture and 
implementation of two example Dry Schemas: the Cellular 
Automata DS (T3), and the Static Network DS (T1). 

Two other templates are currently under development. The 
Dynamic Network (T2) template is based on the Static 
Network architecture (see below), using a repartitioning 
algorithm at an adequate frequency. An efficient repartitioning 
algorithm must not only improve the balance and cut size of a 
given partition, but it must also try to achieve these goals 
while minimizing the node movements between processors. 
Our work is based on the ideas of Ozturan [9], Ou & Ranka 
[10], Walshaw[11] and Walshaw [12] and will be described in 
detail in an upcoming paper. Another work in progress 
transforms the results of Scheutz [2] into a DrySchema for T4. 
This is routine development and needs not be detailed here. In 
the unknown topology (T5) case, if there is a low 
communication level between agents, the topology is 
essentially equivalent with T0 and this template can be 
applied, generating some uncontrolled yet low communication 
overhead. If a heavy communication need is detected, on the 
other hand, our suggestion is to move to a higher level (“meta-
level”) solution: transform the whole CSS into a single 
component, and parallelize these high-level CSS as T0 for 
parameter sweeping. (For highly communicating T5 models 
no efficient solution seems possible.) 

To realize our DSs we have selected the Java language, 
using the following toolsets: 

 
• the RePast (North [7]) Java library for simulation-

specific pieces of code; 
• the ProActive (Baude et al [6]) Java toolkit for 

parallel solutions. 
 

 
FIGURE 1 - CLASSIFICATION OF ABMS 
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The choice of the Java language and run-time platform was 
motivated by the extensive use of this technology in the 
current practice of agent-based complex systems simulations. 
RePast and ProActive are leading agent based simulation and 
parallelization toolkits, respectively. 

THE DRY SCHEMA FOR THE CELLULAR AUTOMATON 
TEMPLATE (T3) 

The CA DS has a master-worker-type architecture. For the 
purposes of parallel processing, the toroidal CA field is 
divided into partitions owned by the workers. We need a 
master object for synchronizing the parallel steps of the 
workers, and for collecting data for optional visualization 
purposes. 

At the implementation level, the CA DS consists of the 
following abstract classes: 

• abstract CAMaster – the master, responsible for 
running/stopping the simulation, and for 
synchronizing the workers. 

• abstract CAWorker – can be associated with a 
partition of the CA field holding Cells. 

• abstract Cell – the agents. The state-transition 
function is defined in their step() method. 

• abstract ModelBatch – inherits from CAMaster. 
Extending this class, the modeler has the 
opportunity to start a non-interactive, ’batch’ 
version of the simulation. It is also possible to take 
snapshots of the CA and save them into image 
files at any discrete timestep. 

• abstract ModelGUI – also inherits from 
CAMaster. This class is used for the optional, real-
time graphical monitoring of the parallel CA 
simulation. It provides a control panel and a 
canvas, which besides picturing all partitions 
shows the actual partitioning of the space. 

To realize the communication and synchronization of the 
partitions owned by the workers, we implemented the now-
standard Ghost Cell Technique. (The basic idea of the Ghost 
Cell technique is that we can update the state of the external 
cells of a rectangular partition, and calculate the new states of 
the (definitely higher amount of) internal cells in a parallel 
way, Bandini & Magagnini [13]. Due to the rectangular 
division, our CA DS can only support partitioning with 2p or 
p2 worker processors, where p is a natural number. 

In addition, our CA DS has support for multiple CA layers, 
enabling modelers to develop more sophisticated simulations 
(this feature is not detailed in the present article). 

DRY SCHEMA FOR STATIC NETWORK TEMPLATE (T1) 

According to the definition of the Static Network template, 
the model in this category has a communication topology of 
the agents known a priori, that is, fixed (i.e. static) in time. In 
practice, we have an immutable graph, where nodes are 
agents, and undirected edges are communication channels 
between them. The general design of our Static Net DS is 
quite similar to the CA DS described above: we have the 
communicating workers, each holding a part of the whole 
graph, and the master that synchronizes them. The master is 
also responsible for partitioning the network and for collecting 

the data for optional visualization purposes. However, the 
graph partitioning problem is not as straightforward as was the 
CA case, moreover, this problem is well known to be NP-
hard, Skiena [14]. 

Leaving full details for a future paper, we note that that our 
graph-partitioning method is a novel, fast, heuristic random 
algorithm. It can be explicitly parameterized according to 
whether we want a well-balanced or rather a communication-
minimized cut of the graph (which is an important trade-off). 
We can also let the algorithm work for a longer time for 
achieving a better solution, since another tradeoff exists 
between quality and execution time.  

Below is the list of the classes of the StaticNet DS, 
consisting of some abstract classes and interfaces, from which 
the user can instantiate her own type, filling it with simulation-
specific code: 

• abstract StatNetMaster – the master, responsible 
for running the simulation, for partitioning the 
network, and for synchronizing all the workers. 

• abstract StatNetWorker – can be associated with 
a partition of the whole network, holding nodes 
and ghost-nodes. 

• abstract NodeOfWorker – the agents. The state-
transition function can be defined in the step() 
method. 

• interface State – a marker interface. Agents are 
only communicating their states, so the user is able 
to define here his/her basic element of 
communication. 

• abstract ModelBatch – inherits from 
StatNetMaster. Extending this class we have the 
opportunity to start a non-interactive, ’batch’ 
version of the simulation. 

• abstract ModelGUI – Inherits from 
StatNetMaster as well as ModelBatch. If we need 
to monitor our parallel simulation on-the-fly, we 
have to extend the ModelGUI class. It provides a 
graphical plane, with several graph layouts, also 
able to showing the actual partitioning of the 
space. 

• EdgeListNetworkGenerator – If the user does 
not want to build the communication graph node-
by-node, he/she can load his/her Pajek graph (W. 
de Nooy et al. [15]), or can generate a graph with 
some static methods. We support the generation of 
some common classes of graphs here, such as a 
type of scale-free networks Barabási [16], some 
types of clustered networks, random networks 
Erdős-Rényi [17], and 2-dimensional lattices. 

• GhostNodeOfWorker –The ghost nodes (much 
like Ghost Cells in the CA) are used for storing 
remote nodes’ information in a given subnetwork. 
A ghostnode is not able to perform updates (i.e., 
steps), it only holds an ID and a state. This class is 
transparent to the user. 

USE OF EXTERNAL LIBRARIES 

When and where exactly do RePast and ProActive come 
into play? The answer is that the master (CAMaster, 
StatNetMaster) classes inherit from the SimpleModel class, 
which is the simplest way to describe a simulation in RePast. 
That is, after we have built a model using the CA DS, we can 
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instantiate and work with it as if it was a standard RePast 
model. In addition, the worker objects (or more precisely, the 
objects of the non-abstract class that inherits from CAWorker 
and StatNetWorker) are ProActive Active Objects, and can 
communicate with each other by using simple remote function 
calls. With ProActive’s help, we can thus support users to 
deploy their distributed CA on as many computing nodes as 
they have available. For this, ProActive supports a bunch of 
deploying and communicating protocols like Java-RMI, ssh, 
Globus, LSF, etc. Baude et al. [6]. 

THE USER PERSPECTIVE - EXAMPLE 
APPLICATIONS 

In this section our aim is to show how the Dry Schemas can 
be used by modelers in practice. By way of introduction, this 
can be done by: 

1) Simply creating new Java classes inheriting from 
the classes defined by the appropriate Schema (see 
above); 

2) Filling in some abstract function in each, provided 
by the parent class. 

We can both choose GUI or Batch mode for the distributed 
simulation for every Dry Schema. In the GUI mode, there is a 
display surface for monitoring the distributed simulation in 
real time. In Batch mode, we are only able to store a bunch of 
snapshots. (The picture-making frequency can be set via a 
parameter in order to balance between monitoring needs and 
faster execution). 

In general, all Dry Schemas consist of three different 
components: the master, the workers, and the individual 
agents themselves. The master is responsible for 
communicating with the modeler via a parameter file or a GUI 
interface. Workers (as discussed) hold a partition of the model. 
Agents are entities that are only allowed to communicate with 
their neighbors (according to the interaction topology), or in 
spatial models, only with other agents “in sight range” (a 
range determined e.g. by the speed of motion or the sensory 
capabilities of cognitive agents). Because the resulting models 
are fully distributed, agents don’t have a reference to the 
master, but to the respective worker only. 

EXAMPLE USE OF THE CELLULAR AUTOMATON DS – A LIFE-
GAME SYSTEM 

We are presenting here the implementation of the GUI 
version of a simple Game of Life cellular automaton 
(Gardner[18]) as a toy example using the functionality of the 
CA DS. As mentioned before, to this end, we only need to 
create new Java classes inheriting from those defined in the 
CA-Schema. These are: 

• MyModelGUI: inherits from the abstract ModelGUI 
Class 

• MySpace: inherits from the abstract CAWorker 
Class 

• MyCell: inherits from the abstract MyCell Class. 

MyCell defines the gaming rules for the simple cell objects. 
MyCell has 2 fields, a reference to the space the cell exists in, 
and the field type to determine if the cell is live or dead. 

We are overriding 2 methods here: init() and step(). A 
myCell has an inherited reference to its worker, now called 

‘model’. In init() we set our myModel variable to point to this 
model, but it’s dynamic type is now ‘MySpace’. With this, we 
are able to avoid castings like ‘(MySpace)model.something()’. 
Instead, we can use ‘myModel.something()’ elsewhere in the 
code. In step() we are simply coding how the agents - which 
are now cells – perform actions in every discrete time step: 

 

@Override 
public void init() { 
// to avoid casting. (MySpace extends the abstract 
//CAworker class, which is the original type of 
‘model’) 
  myModel = (MySpace) model;     
 
// Cell initialization here. For example put some 
// gliders and glider-guns somewhere 
} 
 And:@Override 
public void step() { 
// Count the number of 1's in Moore neighborhood 
 int alive 
   = myModel.countMoore(0, this.x, this.y, 1, true) ; 
 
// UPDATE cell state   
// Die by loneliness or overcrowding  
 if(this.getType() == 1 && (alive < 2 || alive > 3) ) 
   this.setType(0); 
 
// Come to life if exactly 3 neighbors */   
  else if(this.getType() == 0 && alive == 3) 
    this.setType(1);   
} 

MySpace is the object that holds a partition of the cellular 
automata. Because MySpace inherits from the CAWorker 
class, we have to override some methods here again, as we did 
for MyCell. These methods are: getInitCell(), setup(), step(), 
postStep(), and copyProperties(). 

 The postStep() function specifies how to act after every 
cell has performed a step. (This is now empty in the given 
example.). Setup is responsible for the special initialization of 
the field (, now also left empty). The method getInitCell() is 
for telling MySpace, that all the cells it contains are of MyCell 
type. (The code responsible for creating cells is in CAWorker 
and uses the getInitCell() function for determining the Java 
type of the agents.) Overriding step(), we are making use of 
the Simple stepSynchronous method defined in CAWorker. 

 
 

@Override 
public Cell getInitCell( int grid) {   
return new MyCell( this); 
} 
 
@Override 
public void setup() { 
super.setup(); //this time, we don’t need more setu p 
} 
  
@Override 
public void step() { 
stepSynchronous(); 
} 
  
@Override 
public void postStep() { 
super.postStep(); // no more, this time 
}   
 
@Override 
public void copyProperties( int grid, Cell cell, Cell 
ghost) {   
((MyCell)cell).setType(     
((MyCell)ghost).getType()    );   

MySpace 

MyCell 
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The function copyProperties() may need some more 
explanation. This function specifies, which state variables 
should be copied when exchanging ghost-cells. It should 
include all relevant state variables of the specification of the 
cell (e.g. MyCell). Example: Suppose we want to extend our 
own Cell Object (e.g. MyCell) with an extra state variable 
called Var. We should do the following before using it in 
MyCell.step(); 

 
1) Declare Var and initialize it in MyCell.init() or  

MySpace.setup() 
2) Write (or generate) getters/setters for this Var in 

the MyCell class: MyCell.getVar() and  
MyCell.setVar(int v) 

3) Include it in MySpace.copyProperties() as follows:  
((MyCell)cell).setVar((MyCell)ghost.getVar()); 

 
This last step ensures that the new state variable Var is 

actually copied during communications between the partitions. 
(The syntax may look a little obscure due to Dynamic Typing, 
but it is fairly simple to deal with.) Using Java reflection 
would be an alternative of the copyProperties()  function to 
improve usability,  but it is forbidden by the heavy 
performance penalty of reflection in Java. 

The MyModelGUI class is responsible for displaying the 
CA surface during the distributed simulation run and also for 
running the simulation itself. (If we want to run the simulation 
in batch mode, we have to extend the ModelBatch abstract 
class, alternatively.) Extending ModelGUI, we override 2 
functions, getInitPartSpace() and setup(), and as far as that is 
used to fire up the entire simulation, we are implementing the 
main function. The getInitPartSpace() method is similar to the 
getInitCell() method described above: we need to explicitly 
tell the simulation how exactly we implement the CAWorker 
abstract class. (Now it is called MySpace.) In setup(), we set 
the GUI_update variable to some n, which means that we want 
to monitor the simulation state in every n steps.  Monitoring 
has a very high communication cost, so lower values of n like 
1 or 2 can make the CA very slow (n=10 is a better choice). 
We also set the size of our CA (in the example to 2000).  

For users familiar with RePast, the use of the ‘params’ 
array is not new: it holds the variables that can be controlled 
by the modeler between runs. We don’t need to implement the 
step method, the master automatically calls step() functions on 
all workers. We can also see a simple example for the main() 
function below, where the first parameter should be a 
ProActive descriptor, for example the topology of the 
computing resources available to the modeler. (The last few 
lines are just a standard way of instantiating a RePast 
simulation.) 

 

@Override 
public CAWorker getInitPartSpace() { 
 return new MySubNetwork(); 
} 
@Override 
public void setup(){ 
 super.setup();   
  
 name = "parCA Demo - Game of Life"; 
 GUI_update = 10; 
 spaceSize  = 2000; 
 
 params = new String[] { "GUI_update", 
"spaceSize" };  
 isRunning = false; 

  
 //order parameters alphabetically: 
 Controller. ALPHA_ORDER = false; 
} 
 
public static void main(String[] args) { 
  //(...) make sure it’s called with 
  //a ProActive descriptor file as first parameter 
  //(...) load descriptor, check if its exists etc   
  PADeployment. getProactiveDescriptor( descriptor); 
 
  //RePast’s model instantiating 
 SimInit init = new SimInit(); 
 MyModelGUI myModel = new MyModelGUI(); 
 init.loadModel(myModel, null, false);  
} 

EXAMPLE USE OF STATIC NETWORK DS 

The use of the StaticNet DS is quite similar to the CA DS 
for the modeler. However, there is a wide range of different 
applications that fit the StaticNet’s ‘shoes’. For the stake of 
understandability, we have chosen to demonstrate only the 
basic usage of it, with a quite general step method. Similar to 
the CA DS, the user has to create only a few Java Classes, 
namely: 

 

• MyModelGUI: Inherits from the 
AbstractModelGUI class. 

• MySubNetwork: inherits from the abstract 
StatNetWorker class. It holds a partition of the 
whole network. 

• MyNode: This is the agent itself.  
• MyState: This is to tell the system how we define 

the states of the agents. This class must implement 
the State marker interface. 

 
The MyState class is responsible for determining the 

available states of the agents. It must implement the State 
interface. For example, the MyState class may only consist of 
one integer field (value), and the appropriate getters and 
setters (setValue, getValue). 

In our architecture, MyNode describes the agent itself. It 
must inherit form the abstract NodeOfWorker class. In the 
step() method we define the state-transition function for the 
agent. It can be similar to the CA DS as described above, 
except that as long as MyNode extends the NodeOfWorker, it 
also extends the DefaultNode class of RePast, therefore we 
have proper functions to directly take care of neighbors (e.g.: 
getFromNodes()). The only thing to pay attention to is 
remembering to change the state at the end of the step 
function. The following example shows how to collect data 
from the neighbors, and how to modify the State of the cell.  

 
 

@Override 
public void step() {  
  for (Object node : this.getFromNodes()){  
    State state 
        =((MyNode)node).getState(); 
    int value = ((MyState)state).getValue(); 
     
    //(...) do something with values 
  }   
  setState( new MyState(somevalue) ); 
} 

 
 
 

MyModelGUI MyNode 
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Now we are giving an idea how to extend the abstract 

StatNetWorker class. First, we create a new Java class called 
MySubNetwork. As the name indicates, it will contain a part 
of the whole network. We must override 3 abstract methods: 
getInitNode(), init(), and step(). In the step method we can 
choose to use the pre-written stepSychronous() method 
defined in StatNetWorker. Using it we are synchronously 
visiting all of our nodes, and call the step() method on each of 
them. In initNode(), as it was in CA DS, we are specifying the 
initial type of the nodes, which is MyNode in this case. (This 
is the way to instantiate Nodes, because the code responsible 
for creating nodes is in StatNetWorker and uses the 
getInitNode() function.) In init() we can include any initial set-
up of the network, e.g. setting the initial states of the nodes. 
One difference to the CA DS is that here there is no need for 
writing the copyProperties() function (because of the use of 
the State interface). 

 
 

@Override 
public NodeOfWorker getInitNode() { 
  return new MyNode(); 
} 
 
@Override 
public void init() { 
  // (...) code for initial setUp 
} 
 
@Override 
public IntWrapper step() { 
  StepSynchronous() // for example 
} 

 
The MyModelGUI, as was the case with the CA DS, is 

responsible for running and stopping the model, and also for 
displaying the running simulation at a given frequency of GUI 
updating. Extending the AbstractModelGUI class, we 
overwrite 4 abstract functions: 

 
• getInitWorker() 
• getNetwork()  
• defineRandomClusteringSeed() 

 
As in the CA DS, we don’t need to implement the step 
method, again, as the master automatically calls the step() 
methods on all workers. The getInitWorker() function is also 
similar to what we’ve described above (the master needs to 
know the ‘real’ type of our worker objects). Implementing the 
getNetwork() method we are able specify our own network 
using the edge list format. This is basically an ArrayList of 
integer arrays, where the integers contained in the latter arrays 
are node indexes. Nodes are indexed from 0 to the size of the 
ArrayList. As mentioned, instead of building our network 
node-by-node ‘by hand’, we also have the possibility to 
generate it choosing one of the built-in generators. Some of 
them need a random seed to work. We can see how to use 
such generated networks in the example below. The master is 
responsible for partitioning the network defined by the user 
using our novel random heuristic algorithm.  The last function, 
called defineRandomClusteringSeed() is for the easy control 
of the random seed the algorithm uses. The main function is 
the same as described in CA DS. 
 
 
 
 

 
 
@Override 
public StatNetWorker getInitWorker() { 
  return new StupidWorker(); 
} 
@Override 
public ArrayList<Integer>[] getNetwork() { 
  EdgeListNetworkGenerator. createRandomDist(1); 
  return EdgeListNetworkGenerator. 
   GenerateScaleFreeNetwork(size ,edgesPerNode ,core ); 
} 
@Override 
public int defineRandomClusteringSeed() { 
   return 1; //for example 
} 
public static void main(String[] args) { 
  //(...) 
  //Now, RePast’s model instantiating 
 SimInit init = new SimInit(); 
 MyModelGUI myModel = new MyModelGUI(); 
 init.loadModel(myModel, null, false);  
} 
 

 
With the static methods of the NetworkGenerator class, we 

have the possibility to generate  either a 2D lattice, a type of 
scale-free networks (Barabási [16]), an Erdős-Rényi network 
(Erdős-Rényi [17]), a clustered network, or  we can read the 
network from a pajek.net file (W de Nooy et al. [15]) 

For the proper controlling of random numbers, we can set 
the random seed of the generating algorithm with 
createRandomDist(int seed). If we want to build our own 
network, the EdgeListNetworkGenerator also helps us with 
the following static functions: 

 
• function generateEmpty(size) – generates a 

network with given size, without any links, 
• function createEdgeBetween(network, node1, 

node2) – creates an edge between two nodes in an 
existing network. 

RESULTS 

Our team is member of a consortium called QosCosGrid that 
comprises 11 European countries. The aim of QosCosGrid 
(QCG) is to provide supercomputing-like structure and 
performance to cross-cluster computations for complex 
systems simulations. In order to assess the performance of the 
infrastructure provided by QCG, performance tests have been 
conducted on a simple test bed. We have run performance 
tests using our CA DS to implement cellular automata as a 
benchmark application.  

We tested the performance in a heterogeneous cross-cluster 
environment, and conducted experiments on two small 
clusters (8 cores each) located in Paris (France) and Poznan 
(Poland) respectively, connected via the Internet (i.e. no 
dedicated network). We compared the execution time of a 
parallel implementation of a cellular automaton executed on a 
single cluster against the execution time in a cross-cluster run. 
This both tests the usability of the CA DS for practical 
applications and the scalability of the solution as local clusters 
may be insufficient for larger problems. Simple measurements 
have been performed using “wall clock” time and the unit of 
comparison was single processor speed. 

The results (Figure 2.) depict performance data for three 
different cellular automaton sizes. These results confirm that 
parallel execution in a single cluster is highly efficient for all 
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sizes. Note that the theoretical limit for execution time is 1/n 
for n processors (where 1 processor’s execution time is 
considered the unit). In a single cluster, using 1 to 8 processors 
the results are close to the theoretical limits showing the 
efficiency of the solution. 

For relatively small cellular automaton problems (i.e., 
1000 x 1000), the cross-cluster test performs very poorly, as 
could be expected. The execution time using 16 cores is 
similar to the performance of the non-parallel cellular 
automaton on a single core. As the size of the problem 
increases, however, the performance of cross-cluster execution 
rapidly improves and in the tested limit approaches the 
performance of a single cluster. For the largest cellular 
automaton in the performance test (5000 x 5000), the 
performance of the cross-cluster execution becomes almost 
indistinguishable from the single cluster performance despite 
communication overhead via the Internet.  

These preliminary results show that parallel complex 
systems simulations with a relatively high 
computation/communication ratio can be meaningfully 
deployed on the QosCosGrid grid infrastructure using our API 
and the CA DS. These results are first indicators showing the 
feasibility of the approach. Currently we are working towards 
more demanding performance tests using hundreds of cores. 

 
FIG. 2. PERFORMANCE OF A CELLULAR AUTOMATON 
(CA) OF INCREASING SIZE (1000 X 1000, 2000 X 2000, 

5000 X 5000). THE LINE WITH CROSS-SYMBOLS SHOWS 
IDEAL PERFORMANCE (EXECUTION TIME OF NON-

PARALLEL CA DIVIDED BY NUMBER OF CORES). THE 
LINE LABELED SC SHOWS SINGLE CLUSTER RUNS, THE 

ONES WITH CC SHOW CROSS-CLUSTER RUNS IN THE 
QOSCOSGRID TEST-BED. LEGEND: SC = SINGLE 

CLUSTER; CC = CROSS-CLUSTER; 1 M = 1 MILLION 
CELLS = 1000 X 1000; 4 M = 4 MILLION CELLS = 2000 X 

2000; 25 M = 25 MILLION CELLS = 5000 X 5000. 

CONCLUSIONS 

Complex systems simulations tend to demand high 
computing powers not directly available on a single machine. 
Agent-based simulations in particular, which have an 
emerging significance, face the problem of scalability. Parallel 
solutions are often beyond the fingertips of modelers and have 
been very work intensive in the past. We have developed a 
classification of agent-based simulations into 6 different 
communication templates and provided ready-made solutions 
(Dry Schemas, DS) for each of them. Our DSs consist of Java 
code that solve the parallelization problem for the user 

seamlessly and in a transparent fashion, so the user has only to 
implement simulation-specific code. We have presented and 
discussed two DSs together with a simple test showing one of 
them at work on a single-cluster, as well as, in cross-cluster 
tests on a few processors (located in different countries). The 
results show the functionality of the DS and that the approach 
might be feasible for larger scale problems, which are 
currently under testing. 
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