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Abstract

SSLS is an implementation of a rule engine node which deals with
resource allocation and conflict resolution issues in a Smart-M3 en-
vironment. SSLS uses rule-based constraint programming to address
these issues. It is also an interface to retrieve, add, and update in-
formation in Semantic Information Broker which is the only source
of information available to all the nodes in a smart space. In its cur-
rent implementation, SSLS runs over a single machine. In order to
distribute it over several machines, it is first necessary to evaluate its
scalability by observing its current performance and identifying the
sources of complexity. In this report, first the background for SSLS
rule engine is discussed. Then, its performance with respect to the
amount of information present in the SIB is studied. Finally, results
from a computer simulation of a smart space are presented. The
results indicate that the performance of SSLS depends only on the
current instance, and is not affected by the history of SIB’s contents.
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1 Introduction

A smart space is an ecosystem of interacting devices [1]. The space itself is an
abstract entity, and is composed of different physical components like sensors,
devices, and appliances that interact with each other. The composition of
the smart space is dynamic over time, i.e. the components join and leave
the space. A human joining the smart space through some device is able to
interact with other components of the space.

A smart space allows its components to interact with each other using an
interoperable platform, where they can publish and retrieve information [2].
This information can be anything such as the services a component is ready
to offer to other components of the space, a query about other components
present in the space etc. Such sharing of information virtually makes the
components of the space more ’aware’ by being part of the smart space,
which they would not be if they were operating alone. Moreover, smart spaces
allow for the possibility of breaking down the atomicity of whole systems. For
example, a keyboard of a PC can only serve a limited number of devices in
everyday use. But in a smart space, it could theoretically be used to control
any component of the space that requests for its services. The idea of smart
spaces is a step towards realizing the vision of ubiquitous computing [3], and
is central to the SOFIA project [4].

The greatest obstacle in building a smart space is the absence of communi-
cation protocols and channels between different devices, embedded systems,
computers, sensors etc. With the current diversity in standards and proto-
cols of communication, it is rather infeasible to establish a communication
link between, for instance, a mobile device and a car’s audio system, or a
temperature sensor and a PC. But if such scenarios are made possible, some
advantageous use cases start emerging [5].

Smart-M3 [1, 6] is an open source project that provides an interopera-
ble platform for different entities in a smart space for sharing information.
Smart-M3 uses the same infrastructure as the Semantic Web [7] for repre-
senting knowledge. All the information in Smart-M3 is in the form of RDF
(Resource Description Framework) triples [8].

Semantic Information Broker (SIB) is the central component of Smart-
M3 architecture [2, 9]. There can be more than one SIBs in a smart space.
It is a reactive information store to which different nodes, also called Smart-
M3 agents can read, write, query, as well as subscribe to information. In a
Smart-M3 environment, the SIB is the only means of communication between
two nodes, as opposed to point-to-point communication between them. SIB
supports multiple transport mechanisms such as TCP/IP [10], HTTP [11],
Bluetooth [12], and NoTA [13] in order to serve a variety of devices. SIB is
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a logical entity and may be distributed over several machines, such details
are abstracted to keep the model simple and flexible. This generic property
of Smart-M3 makes it a suitable candidate for a large variety of dynamic
smart spaces. Moreover, with this simple architecture, it is easier to fulfill
the promise of Smart-M3 being multi-vendor, multi-device, and multi-part,
since it does not demand huge architectural changes from the point of view
of a vendor.

A smart space can be seen as a set of consumers of services and the
resources offering those services. SSLS [14, 15] is an open source software that
connects as a node to the smart space, and deals with the issues related to
resource allocation and conflict resolution. Additionally, SSLS is an interface
to manipulate SIB’s contents; and add, delete, update, and query information
to it. SSLS uses ASP [16, 17, 18], and in particular, smodels [19] as its
computation paradigm. The present implementation of SSLS runs over a
single machine. The purpose of this report is to study how the execution
time of SSLS that is running over a single machine grows with the number
of consumers and resources in a smart space.

The rest of the report is divided in the following way. In Section 2, a
couple of preliminaries that are useful for the better understanding of this
report are described. In Section 3, the data model used in [14] which we
shall also follow in this report is described. In Section 5, the results from our
experiments to test the scalability and performance of SSLS are discussed in
detail. Finally, the report is concluded in Section 6 with comments about
possible directions for future work.

2 Preliminaries

An RDF triple corresponds to the pattern: (subject, predicate, object). For
example, if there is a person with first name John, and surname Smith, then
one way of representing this information is by using the following triples:

(id123,IsA,Person)

(id123,FirstName,John)

(id123,LastName,Smith)

An agent can communicate with the SIB through the following operations:

1. Join: To join the space, a necessary first step before performing any
operation on the information in the SIB.

2. Leave: To leave the space.
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3. Insert: To insert triples in the SIB.

4. Remove: To remove triples from the SIB.

5. Update: To update triples; it is equivalent of first removing the old
triples and then inserting the new ones.

6. Query: To return triples corresponding to a query that is given as an
input. The query is in the form of a triple, and can include a wildcard
character in one or more fields.

7. Subscribe: To subscribe to a specific pattern of information. It works
like a persistent query, and the subscriber is notified about any change
in the SIB corresponding to the pattern as soon as it happens.

3 The Activity-Capability Model

At any given time in a smart space, each use-case can be viewed in terms
of its resources and the consumers of those resources, or services and their
users. As an example, let us consider a smart space involving a mobile device
(MD) and a car. Let us say that a user of a MD wants to use a car’s audio
speakers to play the songs that are in MD’s memory. There can be different
ways to handle such a use-case using Smart-M3’s infrastructure. One of them
which we shall call the Activity-Capability model is described in [14]. Each
node that is ready to offer any service poses itself as a capability in the SIB.
It is sufficient to mention here that each resource in the system is entered
as an instance of some Capability class. It will become clearer as we shall
explain it with the help of a running example shortly. Since a smart space
is dynamic, capabilities are free to join and leave the space at anytime, all
they have to do is to insert some specific triples in the SIB to signal their
presence, and before quitting the space, delete the same triples.

To consume resources, an entity must put up a request by creating an in-
stance of the Activity class. Each Activity class has one or more requires
triples associated with it, which signify the capability classes the activity
wants to use. Moreover, the activity can point to specific instance of a
Capability instance by using a property associated with it called uses. If a
capability is ready to offer its services to an activity, it enters this information
in the SIB by using its commits property. Finally, when an activity notices
that all the capabilities it requires to run have committed themselves, it sets
its active property to yes.
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Each activity also has a priority associated with it. An activity with a
higher priority is given preference over one with lower priority if they compete
for the same resource. More details about this can be found in [14].

Let us take a look at a running example, and take a peek at what hap-
pens to SIB’s contents when we create a Capability and an Activity. For
this example, the capability class’ name also happens to be Capability,
although it could be something else too, for instance AudioCapability or
KeypadInputCapability etc. Like mentioned earlier, such details are ir-
relevant for this report. Now, let us assume that a SIB is running, and a
Capability called cap123 joins the space. It inserts the following triples in
the SIB (the syntax is explained below):

2: + cap123,rdf:type,dcs:Capability

3: + cap123,wp1:managed,"1"

The number at the beginning of each line above is a local counter that the
rule engine (described in the next section) keeps. The ’+’ sign indicates that
the triple is inserted, and is followed by the triple itself. To keep the example
simple, we have eliminated several other triples that are inserted along with
these which are inferred automatically by the SIB, since they are irrelevant
to the current discussion. We can see that the first triple tells us that cap123
is of type Capability. rdf and dcs are names of the namespaces where the
respective resources can be found. We shall not go into detail about these
namespaces in the report. The second triple means that cap123 is a managed
capability, and the maximum number of activities it can support at a given
time can not exceed 1. We shall talk more about what a managed capability
is in the next section.

Now let us say that there is an Activity instance called act123 which
wants to use cap123. When we create such an Activity, the following triples
are inserted:

9: + act123,rdf:type,wp1:Activity

11: + act123,wp1:requires,dcs:Capability

12: + act123,wp1:uses,cap123

The first of these triples simply tells that an Activity instance by the name
of act123 is inserted into the SIB. The second one makes use of the requires
property we discussed earlier to point towards the class name whose instance
it requires, and finally, it points to a specific instance of Capability class
called cap123.
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4 Resource allocation

4.1 Background

In the previous section, we saw how an Activity requests for a Capability.
Now we have to deal with the important issue of deciding how to assign
activities to capabilities. How many activities can a particular capability
serve at one time? If two activities request for the same capability at the
same time, to which one of them should we assign the capability? How do we
make sure that no two activities are being served by a particular capability
which can only serve one activity at a time? How to prevent deadlocks?

All the above questions arise usually when dealing with any kind of re-
source allocation and conflict resolution in Computer Science. One approach
to address these issues is to use some kind of computing unit to resolve the
issues. This computing unit is referred to as a rule engine in [14], and we will
use this term from now on. A capability that is managed by some rule engine
is called a managed capability. In [14], it is mentioned that each capability
should have some rule engine associated with it. Future work consists of
exploring the possibilities of having a single rule engine for all capabilities,
as well as distributing the rule engine over several machines.

The resource allocation strategy of a good rule engine must have sev-
eral properties. The rules should be natural and easy to express, easy to
maintain, and easy to upgrade. The convenience to upgrade is an essential
requirement for a rule engine in a smart space, since the rules governing the
capabilities are prone to change in a smart environment, depending on the
context. Let us elaborate this with an example. Consider a house where
all the appliances, gadgets etc share information through a SIB and form a
smart environment. The owner of the house is able to change the settings
from a single input source, like her PC or mobile device. Now, she may need
to change the policies of different components quite frequently. For example,
she may require different rules for locks and lighting during different hours
of the day, for the heating system during varying seasons of the year. Addi-
tionally, she must be able to add, delete, and update rules conveniently. She
must be able to define the rules in terms of what should and should not be
instead of how to implement them. Moreover, there should be a possibility
of implementing more rules on top of previous ones, without any difficulty.
For example, it should be easy to add an independent set of rules dealing
with the Information Security of a system on top of all the other rules.

There is another property which is quite favourable in the programming
of a rule engine. It would be handy to have a system where the translation of
the information in SIB (RDF triples) to a compatible input source is not very
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hard, both logically and computationally. The same goes for the translation
of output of the program to RDF triples.

4.2 SSLS

A very good candidate that satisfies all the above demands is rule-based
constraint programming [18]. In [14], the authors have combined Answer
Set Programming with Smart-M3 to address the issues regarding resource
allocation and conflict resolution. The details about the rules are addressed
in great detail in the paper, so we are not going to reproduce them here.

The syntax of ASP is a natural way to express rules and constraints of
a given system. Adding new rules on top of previous ones is very straight-
forward. Moreover, multiple solutions can be found that satisfy a given set
of conditions. The contents of SIB, which are in the form of RDF triples,
can be conveniently translated to ASP facts of arity two. For example,
the triple act123,rdf:type,wp1:Activity can be translated into the fact
rdf:type(act123,wp1:Activity).

SSLS [15] is an open source project that runs ASP rules over the contents
of SIB. It is also an interface to connect to a SIB; and insert, delete, and
update its contents. The rules for ASP can be specified using the ssls interface
itself, or preferably they can be given as ASP program(s). Details on how to
start SSLS including some examples are given in [15]. The SSLS rule engine
works by first connecting to the SIB as an agent. The user then specifies the
rules and constraints, if she wishes to run them over the SIB contents. To
run the rules, SSLS does the following:

1. Gets all the triples from the SIB using the interface described in Section
2.

2. Translates the RDF triples in the SIB as ASP facts and puts them in
a file.

3. Uses lparse [19] to parse the above file plus the rules (ASP program
described above) and feeds the output as input to smodels [19].

4. Writes the results from smodels to the SIB. The results from smodels
depend on the ASP programs that are given as input to ssls. For the
Activity-Capability model and the rules described in [14], these results
describe the allocation of capabilities to activities.

The trigger to run ASP rules can be provided in two ways:

1. Manually, by typing smls on the ssls interface.
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2. Automatically, by subscribing to a specific pattern of change in the SIB
contents. The details about this can be found in the example included
in the project folder [15].

Continuing with the running example mentioned in the last section, we
see what happens when we run the rules mentioned in [14] over an Activity

and a Capability instance. We type type smls on the ssls interface once,
and we see that the following triples are inserted.

15: + cap123,wp1:commits,"act123"

The Capability called cap123 sees that an Activity called act123 wants
to use it, and since it is idle and capable of serving one activity at a time,
it commits itself to act123 as the output of running the rules. Note that
act123 has not yet noticed this change, and for that, we need to run the
rules once again. The output of the running the rules for the second time is:

19: + act123,wp1:active,"yes"

act123 now notices the commitment from cap123 and updates its active

status to yes.

5 Experiments

5.1 Performance of the rule engine

The responsibility of managing a capability is currently its own, i.e. a ca-
pability has to define the rules governing it in a file and find a rule engine
which is ready to run those rules and provide a solution [14]. In practical
scenarios of smart spaces, it is unreasonable to expect capabilities to perform
the task of managing themselves. It would be simpler from the point of view
of capabilities, if there were dedicated rule engines to resolve the resource
allocation problem in a smart space.

We will discuss two possible alternatives to the current approach towards
resource allocation. One goal of our work is to be able to comment on the
feasibility of these ideas. The first alternate is to have a single rule engine in
a smart space which manages all the capabilities. If an activity is created,
the rule engine runs and checks whether there is some capability which is
available to serve the activity. The details such as how the files are transfered
to the rule engine have not been addressed yet. The disadvantage of having
a single rule engine is obviously the limitation on the number of capabilities
and activities that it can support, beyond which, the computing time to find
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allocation of capabilities to activities will be impractical. On the other hand,
a single rule engine is logically simpler and economically cheaper to maintain.
The other, more complex alternate for managing resources in a smart space is
to distribute the rule engine over several machines. To properly resolve issues
related to concurrency and node failure in the distributed rule engine, there
must be another rule engine which decides the assignments of capabilities to
different rule engines. Details about such a setup, however, still need to be
explored.

For the distributed approach discussed above, it is essential to know about
the performance and limits of the current implementation of the rule engine
first, so that we can make a strategy about how to distribute the rule engine.
In particular, the knowledge about how the performance degrades as load
is increased helps us in deciding the load balancing rules. Moreover, we are
also interested in knowing how the timing is divided among several phases
of a single rule engine execution. Currently, a rule engine execution consists
of the following phases:

1. Communication time: The time taken for data transfer between the
SIB and the rule engine, this is the total time for communication in
both directions.

2. Database creation time: The time taken by the rule engine for creating
facts out of SIB content.

3. smodels execution time: The time taken by the rule engine for exe-
cuting rules over the data. Notice that this includes the time taken by
lparse as well.

4. Parsing time: The time to parse the results produced by smodels, and
convert them into new data which is to be sent back to SIB.

5.2 Setup and Configuration

The rule engine for the experiments was run on an Ubuntu 2.6x86-64 GNU/Linux
machine, with Core 2 Duo CPU of processing speed 1.9GHz, and 2 GB physi-
cal memory. The database of SIB resided on the shared file system of the ICS
Department. The SIB was hosted on the localhost. We used ssls-Jul-23-10

as our rule engine, and the version for Smart M3 was 0.9.4. The versions for
lparse and smodels were 1.1.2 and 2.34 respectively.
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5.3 Rule Engine Side

The following timings are recorded at the rule engine side. The smodels

execution over the rules is triggered automatically by subcribing to all the
changes in the SIB. Each point in the graphs represents the time it takes
for ssls to allocate the given number of activities to the given number of
capabilities. For each point, a fresh database was created, and a new SIB was
run in order to rule out any delays from previous executions. It was observed
that on average, the rule engine was triggered 3 times for a successful exe-
cution. This is because the first time, capabilities commit to activities. The
second time, the activities notice the commitment and make themselves ac-
tive. Finally, the third trigger is to ensure that no further update is required.
To record the time for a given number of activities and capabilities, the rule
engine is allowed to run for some time, and then forced to quit. The timing
is only recorded if 3 or more automatic triggers are present; it is assumed
that the assignment is incomplete for less than 3 automatic triggers.

In some executions, the smodels execution is triggered for more than 3
times because of some additional triggers due to deadlock resolution, which
caused spikes in the graph. In order to smooth out these differences, the time
is normalized with respect to the number of triggers. Therefore, on average,
each time is one-third of the original time it took for the rule engine to find
a solution for the given activities and capabilities. From now on, we shall
assume that each graph is normalized, unless mentioned otherwise.

Finally, the time is not recorded for each integer value on the x-axis, but
after a certain step size. This is done in order to make the experiments finish
sooner. This does not have any significant effect on shape of the overall
graph, since the step size is small relative to the range of the axis.

5.3.1 Increasing number of activities

Figure 1 shows how the execution time is increased if the number of capabil-
ities is fixed and the number of activities is increased. Each activity requires
2 random capabilities. Moreover, all the activities have the same priority. It
can be seen that as the number of activities is increased, the only significant
phase that contributes to the overall time is the time required for smodels

execution.
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Figure 1: 25 Capabilities, 2 Capabilities/Activity.

In Figure 2, the range of the number of activities is reduced to have a
closer look at how the rest of the phases of execution contribute to the overall
time. The time required for smodels execution is comparable to all the other
phases of the execution as long as the number of activities is kept below 100.
This provides us with a good estimate of the load that a single rule engine
should handle.
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Figure 2: 25 Capabilities, 2 Capabilities/Activity. A closer look at the same
graph.

To see the effect of number of capabilities, in Figure 3, two data sets, one
for 25 capabilities, and the other for 250 capabilities, are compared. It is
clear that there is not any noticeable difference in the execution times as the
number of capabilities is increased 10 times.
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Figure 3: Comparison, 25 vs. 250 Capabilities.

Figure 4 shows the comparison of two sets of data, one with some initial
traffic, and the other, with no initial traffic. The initial traffic was composed
of 6000 irrelevant triples in the SIB. It is interesting to note that all the other
phases except for the communication phase had nearly similar curves on the
graph. This is expected since the SIB sends all the data back to the rule
engine each time there is any change, which causes the overhead. It can be
observed that smodels does not react to these irrelevant triples. Due to the
overhead caused by the communication phase, the total time curve is merely
shifted up.
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Figure 4: 25 Capabilities. Comparison, with and without initial traffic.

In [14], the concept of priorities for activities is explained. All the other
experiments mentioned in this report had activities with the same priorities.
But to see the effect of this parameter, we performed one experiment where
activities were assigned one of three different levels of priorities randomly.
Figure 5 shows the comparison of two data sets, one where all activities
had the same priority, and one where priorities of activities were chosen
randomly. It is observed that the timings for both are nearly the same, so
the randomness in priorities plays little role in deciding the overall execution
time of the rule engine.
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Figure 5: 25 Capabilities. Comparison, normal vs. random priorities.

5.3.2 Increasing traffic

To better study how the rule engine responds to varying traffic, the number
of capabilities and activities were fixed for one experiment and the number
of irrelevant records in the SIB were increased. Figure 6 shows the results
for this experiment. As we observed for the graph in Figure 4, the communi-
cation and database creation phase have constantly increasing curves, while
the others are more or less constant. The phase smodels execution also has
an increasing curve, but the slope of that curve is comparatively small to
cause any significant change in the slope of the total time curve.
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Figure 6: Increasing traffic

5.4 Activity Side

So far, all the experiments we have mentioned measured the timings on the
rule engine side. It is also useful to know how an activity experiences the
time delay between its submission of request for a capability till the time it is
assigned that capability. Of course, the time it has to wait for the capability
to be released by some other activity should not be measured. Therefore,
to set up an experiment to study the time as experienced by an activity,
we had to rule out the possibility of any delays because of contention. For
each point in the graph in Figure 7, we used the exact same set up for
creating capabilities and activities as for the rule engine side. Only this
time, we created an additional activity that pointed to a specific capability,
and we recorded the time difference between the creation of activity and the
assignment of capability to that activity on the activity side. As expected,
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the curve is very similar to the one for rule engine side.

Figure 7: Time experienced by an activity to be assigned a capability.

5.5 Simulation of a dynamic system

To know how the SSLS rule engine works in a realistic situation, it is es-
sential to study its performance in a dynamic setting where activities join
and leave the system. Each individual point in the graphs in the previous
experiments was recorded by creating a new database and restarting the SIB.
Those experiments did not explain anything about the reactivity of the rule
engine in a dynamic environment. For this purpose, we devised an experi-
ment where we simulated a dynamic, real-world smart space. Two waves of
activities, that gradually, rise and fall were created, separated by a definite
time. Initially, the number of capabilities was fixed to 45.

Figure 8 shows the results from this experiment. The x-axis of the graph
represents the timeline of the dynamic system in seconds. There are two
waves of activities. Wave 1 starts at 0 s, peaks at 150 s, and then diminishes
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until 300 s. Wave 2 starts at 150 s, peaks at 300 s, and then diminishes
until 450 s. The Activities curve in the graph represents the number of
activities present in the system at each point in the timeline. In other words,
it is the summation of wave 1 and wave 2. So for example, from 150 to
300, 10 activities are added while 10 are deleted, so it is a horizontal line.
Each point in the graph is recorded after 10 seconds. To observe the time,
another unique activity is added at each point. That is why, we end up
with 45 additional activities at the end. And that is why, the part of the
graph mentioned above in the example is not perfectly horizontal, since 11
activities are actually added, and 10 are deleted. The time(s) curve in the
graph represents the time the rule engine took to assign the unique activity
its unique capability at each point in the timeline.

Figure 8: Dynamic System
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6 Conclusion and Future Work

We presented several results from our experiments to check the scalability of
the SSLS rule engine. The definition of a tolerable time delay as experienced
by a resource consumer in a smart space entirely depends on the nature of
smart space itself, and more specifically on the significance of response time
in that smart space. However, if we define this time to be less than 5 seconds,
then the number of activities in a smart space should be in the range of 0 to
100 for a single rule engine. The range obviously shrinks if the smart space
under consideration is a critical system where urgent responses are crucial.

It was observed that irrelevant traffic does not affect the performance of
smodels. The results from the simulation of a dynamic system show that it
is practical to conclude that the history of the SIB contents and SSLS plays
little role in determining the performance of SSLS. In other words, a dynamic
system can be broken down into its respective individual static instances and
its performance can be viewed as the net performance of all its parts.

The future work can take several directions from this point. A single
rule engine is capable of handling only a limited amount of information at a
given time. Therefore, a strategy to distribute the rule engine over several
machines can improve the response time that activities experience in a smart
space. The second direction is in restricting the amount of information that
the rule engine and the SIB exchange during an execution of a rule engine.
Currently, all the information present in SIB is transferred to the rule engine
for its processing at each update. Algorithms to restrict this information
could be made which can greatly reduce the response times and unnecessary
triggers of execution. Finally, the performance of the rule engine in a real-
world smart space with various gadgets and devices is also a good direction
for future work.
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